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ABSTRACT
Dense retrieval methods such as DPR [6] are becoming increasingly
popular due to their superior performance over traditional retrieval
methods. Furthermore, dense retrieval methods are able to model
the semantic meaning of the query and the documents. One of
the ways to improve the retrieval performance of these methods
is to use a re-ranker. Often, the re-rankers (e.g., cross-encoders)
are computationally expensive and impractical for fast re-ranking
on a large list of documents. Alternative ways to improve the per-
formance is to use query representation refinement methods to
re-rank the documents. Majority of the research focuses on using
positive relevance feedback for improving the dense query repre-
sentation. Work on using negative relevance feedback for dense
query refinement is severely limited. In this paper, we propose a
simple and computationally inexpensive model for query refine-
ment using negative relevance feedback to re-rank documents. We
perform experiments on the MS-Marco passage re-ranking task and
aim to refine dense query representations from DPR.
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1 INTRODUCTION
Online query representation refinement offers a way to increase
user engagement and, at the same time, provide more personalized
recommendations and information to the user. Often due to the
magnitude of the models, it is prohibitive to modify the query rep-
resentation online from a single user interaction feedback session.
The reasons for the same are two-fold. Firstly, the amount of data
available during a single user session is too scarce to perform useful
finetuning on such a large representation model. Secondly, stor-
ing and updating a very large query representation model can be
prohibitive on a small user device. It might require constant com-
munication between a server and user device, which adds an extra
overhead of communication and a centralized point of computation
at the same time.

Negative feedback has often been looked at as a way to do better
query finetuning because of the availability of large amounts of
data. We often have a single / or couple of relevant passages for
a given query, which is not useful enough to train a single query
representation. Rather than that, because of the size of the corpus
and word similarity between documents and queries, we have a
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plethora of document/query pairs that might have similar represen-
tation semantically but might not be relevant, i.e., be hard negatives.
Using negative documents to refine query is believed to be more
scalable and robust. Still, there is no well-known way to get the set
of negative documents from a query based on the corpus.

In this project, we aim to answer both the above questions jointly
up to some extent. We train a very small dense query representation
refinement model, which can, in theory, be used for inferencing
and finetuning online that too on a user device (because of being
small enough), and at the same time, investigate different negative
documents mining strategies to identify which strategies might
aid our formulation of query refinement to improve document
re-ranking in an iterative user-interaction scenario. We perform
our experiments over MS-Marco Passage Re-ranking task [12] and
refine DPR-generated query representations. The main components
of our project are as follows :

• Train a simple and computationally inexpensive function
approximator to perform online query refinement

• Use a variant of Rocchio’s algorithm to define amulti-objective
loss function [13]

• Investigate different negative document mining schemes to
see which ones can be used to improve iterative feedback
document re-ranking.

2 RELATEDWORKS
The related works about the ideas can be broadly broken down
into the following categories, we start with a discussion about how
negative feedback is usually used.

2.1 Query Representation
Most of the existing retrieval systems use a dense representation
for queries and documents, which are often encoded using a BERT-
based embedding [6, 7]. Previous works have done fine-tuning for
query representation for dense retrieval using pseudo relevance
feedback [18] at training time. Recent works have looked into do-
ing query refining at test time [15], on PRF can show increased
performance but still uses the full transformer model and PRF data.

2.2 Negative Feedback Refinement
Relevance feedback has been a known way to improve the retrieval
performance of systems through query expansion, document ex-
pansion, and query finetuning. Rocchio’s algorithm is commonly
used for this and there exist three forms of relevance feedback,
positive, negative, and pseudo-relevance feedback [11]. PRF is the
most commonly used feedback for dense models [9, 16]. Negative
sampling is often performed through random batch sampling [17],
sampling from BM25 top negatives [4, 8], sampling from the in-
dex of hard negatives from exiting Dense retrieval models [19], or
re-ranking models [5, 10].
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Figure 1: Query-refinement process at test time.

2.3 Interactive Feedback Refinement/ Active
Learning

Recent work has tried to address the problem of doing query re-
finement by having interactive feedback with the user [3], usually
through a multi-turn simulated user. Previous systems have also
made use of user explicit user feedback for result ranking via having
exploratory policy [14]. Other systems have posed this as an inter-
active question-answer-based system to clearly understand the user
intent behind queries. [2]. The Natural Language Processing (NLP)
community also poses a similar problem into the active learning
problem [20], where we want to adapt queries with minimal data
and training quickly.

3 METHODOLOGY
3.1 Dataset and Evaluation Metrics
We perform our experiments on the MS-Marco Passage Re-ranking
dataset, which provides queries with their top-1000 retrieved pas-
sages using BM25 [1]. Due to computational resource and time
constraints we train our model only on a subset of the actual train-
ing set (∼8000 queries). Due to the unavailability of the test set, we
evaluate our model on the development set (∼5300 queries). We
filter out queries that have less than 1000 retrieved passages or
queries where the relevant passage is not present in the top-1000
BM25 retrieved passages.

We run Dense Passage Retrieval (DPR) on the provided top-1000
passages per query to get a DPR generated ranked list. This ranked
list forms our baseline and is also used for negative sampling, which
is explained in more detail in the later sections.

For evaluation, we use Mean Reciprocal Rank (MRR) as our
metric. MRR is the standard metric for the MS-Marco passage re-
ranking task.

3.2 Dense Retrieval Model
We use Dense Passage Retrieval (DPR) model for our initial passage
ranking and to get the query & passage representations [6]. We
use the multiset-base configuration for both passage and query
encoder. To avoid re-calculating the representations during training
and evaluation, we cache the representations and load them lazily.
DPR outputs 768-dimensional representations of query and pas-
sages. The query representations are then refined using our query
refinement model. DPR computes similarity between a query and a
passage using inner product. However, to use cosine similarity we
normalize the query and passage representations.

3.3 Query Refinement Model
3.3.1 Model Description. We use a simple 2-fully-connected layer
neural network with ReLU activation between the two layers. The
input of the model is the query and the negative feedback set. For
the input, we average the representations of the negative feedback
set and concatenate it with the query representations. The model
outputs a 768-dimensional refined query representation.

3.3.2 Loss Formulation. We define a query fine-tuning model as
𝑓𝜃 : R2𝑑 → R𝑑 . We propose a multi-objective loss to achieve the
following: i) refined query should be similar to the initial query, ii)
refined query should be similar to the set of relevant documents,
and iii) refined query should be dissimilar to the set non-relevant
documents.

Let 𝑞 ∈ R𝑑 be the query representation, and let 𝐷𝑁𝑅, 𝐷𝑅 repre-
sent its set of non-relevant and relevant document representations
i.e. 𝐷𝑁𝑅 ⊂ R𝑑 , 𝑑𝑛𝑟 ∈ 𝐷𝑁𝑅 and 𝐷𝑅 ⊂ R𝑑 , 𝑑𝑟 ∈ 𝐷𝑅 . We also repre-
sent the mean non-relevant document representation as 𝑑𝑛𝑟 . The
formulated loss function becomes:

L(𝜃 ) = 𝛼1 (1 − 𝑐𝑜𝑠 (𝑞, 𝑓𝜃 ( [𝑞, 𝑑𝑛𝑟 ])))

+ 𝛼2
1

|𝐷𝑅 |
∑︁

𝑑𝑟 ∈𝐷𝑅

(1 − 𝑐𝑜𝑠 (𝑑𝑟 , 𝑓𝜃 ( [𝑞, 𝑑𝑛𝑟 ])))

+ 𝛼3
1

|𝐷𝑁𝑅 |
∑︁

𝑑𝑛𝑟 ∈𝐷𝑁𝑅

𝑚𝑎𝑥 (0, 𝑐𝑜𝑠 (𝑑𝑛𝑟 , 𝑓𝜃 ( [𝑞,𝑑𝑛𝑟 ])))

where, 𝑐𝑜𝑠 (𝑥,𝑦) is the cosine similarity function. 𝛼1, 𝛼2, 𝛼3 are
hyper-parameters to control the effect of each objective in the
loss function.

3.3.3 Training Methodology. For training, we perform a single
iteration refinement of the query representation using the sampled
negative feedback set, followed by a model parameter update. We
use warmup steps to improve the training performance.We perform
a small scale Bayesian hyper-parameter tuning on a held-out 100
samples from the MS-Marco dev set. Using the results of the tuning,
we set 𝛼1 = 4, 𝛼2 = 10, 𝛼3 = 4, learning_rate= 0.00172, and warmup
steps= 0.29×total training steps.

3.3.4 Inference Methodology. For inference, we try to simulate
a scenario where user provides negative feedback iteratively to
improve document ranking.We performmultiple iterations of query
representation refinement as shown in Fig 1. After each refinement
step, the passage list is re-ranked and we sample a new negative
feedback set from the re-ranked passage list. At the initialization,
we use the passage list generated from DPR. Furthermore, we do
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Figure 2: Average cosine similarity between the (original
query, refined query) and (query, relevant passages) at each
query refinement step. Step 0 represents no refinement.

not select the relevant passage in our negative feedback set as we
assume that a real user will not mark it as negative.

3.3.5 Negative Sampling Strategy. We set the following parameters
to find the negative feedback set during training and evaluation:

• Negative Sampling Range: It specifies the range of ranks
from which we will sample the negatives. For example, the
range 1-100 specifies that we will sample negative feedback
set from the top-100 ranked documents.

• Negative Sampling List Source: It specifies which ranked
list use for negative sampling. We perform experiments on
two types of ranked lists – i) generated using DPR, ii) gen-
erated using BM25. The generation of these ranked lists is
discussed in 3.1. During evaluation, we only use DPR gener-
ated ranked passage list.

• Number of Negative Samples: It specifies the number of
negative samples to use for query refinement per iteration.
It is to be noted that we only perform one iteration of refine-
ment during training.

Furthermore, we do not use the relevant passages in the negative
feedback set during training and evaluation.

4 EXPERIMENT RESULTS
We evaluate our models on MS-Marco Passage Re-ranking devel-
opment set. The reported MRR are after a single step refinement.
We present the effect of negative sampling range and list source on
MRR in Table 1. Table 2 shows the effect of the number of negative
samples on MRR performance.

4.1 Analysis
We observe that negative sampling using DPR sourced ranked list
with sampling range 900-1000 and 20 negative samples performs the
best. The results underperform the baseline. However, we can derive
important insights from the results. We perform result analysis and
explain the insights in detail below:

Refining Iteration
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Figure 3: MRR performance at each refinement step.

4.1.1 Effect of negative sampling list source. In Table 1 we observe
that using negative samples from DPR generated ranked list consis-
tently outperforms the BM25 generated ranked list for ranges 1-100
and 900-1000. We observe that BM25 generated list works better for
higher-ranked ranges (1-25). We note that BM25 generated ranked
list has a lower MRR (0.1932) than DPR ranked list (0.2316). Hence,
DPR’s ranked list contains more highly ranked documents. So, we
hypothesize that as the DPR has more relevant documents in rank
1-25 in comparison to BM25, the model wrongfully learns to push
away (make dissimilar to the refined query) the relevant documents
along with the negative samples.

4.1.2 Effect of negative sampling range. Table 1 shows that negative
sampling from low ranked documents gives better results. This
is because pushing away negative documents sampled from low
ranks are less likely to negatively affect the highly ranked relevant
documents.

4.1.3 Effect of number of negative samples. Table 2 shows that the
performance increases with the increase in the number of negative
samples. We believe it happens because the model has more infor-
mation and can refine the query better to make it dissimilar to a
higher number of non-relevant documents.

4.1.4 Effect of number of refining iterations. Fig. 3 shows that the
performance consistently decreases with the increasing number of
refining iterations. In Fig. 2, we can observe that the average cosine
similarity between the query and the relevant passage increases
after first refinement and then consistently decreases in the subse-
quent iterations. We also observe that the refined query becomes
increasingly dissimilar to the original query with more iterations.
We believe that this performance deterioration is because after few
iterations the refined query in order to be dissimilar to the negative
samples becomes increasingly dissimilar to the relevant passages
as well. This is one of the limitations of the system as it is not able
to iteratively improve the passage re-ranking. This can be caused
due to the fact that we only perform single refinement step during
training. We can explore iterative refinement during the training
phase in future work.
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Model Negative Sampling Range Negative Sampling List Source MRR
DPR (baseline) - - 0.2316

Ours 0-25 DPR 0.1891
Ours 0-100 DPR 0.1987
Ours 900-1000 DPR 0.2063
Ours 0-25 BM25 0.1987
Ours 0-100 BM25 0.1963
Ours 900-1000 BM25 0.2047

Table 1: Reported MRR on MS-Marco Passage Re-ranking dev set. Negative Sampling Rank Range specifies the rank range of
documents from which the negative feedback set was sampled. Negative Sampling List Source specifies the method used to
generate the ranked list for negative sampling. Number of negative samples=5.

Number of Negative Samples MRR
1 0.1996
3 0.2039
10 0.20544
20 0.20865

Table 2: Effect of number of negative samples on the MRR.
Negative Sampling Range=900-1000 and Negative Sampling
List Source=DPR.

Subset of queries with
relevant passage in range

Baseline
MRR (DPR)

Post-refinement
MRR

1-10 0.4815 0.4088 ↓
1-50 0.3208 0.2856 ↓

100-1000 0.00495 0.00917 ↑
500-1000 0.00157 0.002605 ↑
800-1000 0.00112 0.001172 ↑

Table 3: MRR Performance before and after refinement on
query subsets. Subsets of MS-Marco dev set based on the rank
of relevant document in the initial DPR-ranked list.

4.1.5 Effect of query refinement on high and low performing queries.
We divide the DPR ranked list into 5 subsets shown in Table 3. The
subsets are based on the rank of relevant passage of a query. For ex-
ample, 1-10 subset contains queries whose relevant documents are
ranked between 1 to 10. We do this to identify the queries on which
our model underperforms and outperforms. In Table 3 observe that
our model underperforms on high performing query subsets (1-10,
1-50) and outperforms on low performing query subsets (100-1000,
500-100, 800-1000). This means that our refiner model is able to
improve the performance of queries which were previously low
performing but it decreases the performance of previously high per-
forming queries. This analysis helps us localize the possible cause
of performance loss. Our query refinement model is wrongfully
pushing away the highly ranked relevant documents along with
the non-relevant documents. One potential way to alleviate it could
be only to perform re-ranking of documents with ranks more than
100. It would keep the highly ranked documents intact and, at the
same time, improve the ranks of low-ranked relevant documents.

5 CONCLUSION
In this work, we look at two facets of dense passage retrieval, i.e.,
how negative sampling should be done and whether we can use

a small model to do iterative query refinement using the negative
feedback from a user. For the first part, we identify that sampling
negative documents from the lower ranks can help boost perfor-
mance when compared to sampling documents from the higher
ranks. This occurs potentially due existence of more relevant doc-
uments in the higher ranking, using which as negative samples
might hurt the query representation. Secondly, we observe that
this negative feedback gives us the maximal performance gain for
queries where the relevant passages don’t exist in the highly ranked
list of documents and can help us improve on the low-performing
queries.

We also see that the small models can be used for query refine-
ment at test time, but they cannot do multi-step query refinement
due to the limited training procedure. This possibly requires us to
define our training objective as a multiple-step decision problem,
where the query refinement model takes care of not destroying the
representation to be away from the original query and relevant
docs. Future work can use Reinforcement Learning because RL ad-
dresses this exact problem. We also identify the potential of using
our refinement model for pseudo-relevance feedback.

6 EXTRA CREDIT
In this section we present our case for extra credit for the project.
We accomplish the following:

• Propose a simple yet novel paradigm for using negative
relevance feedback for dense query refinement.

• Perform a thorough set of experiments to identify different
factors that can affect the performance of the model.

• Perform a detailed error analysis to localize the causes of
our system’s performance loss.

• Provide potential ways to address the model’s current limi-
tations.

• Solve various engineering issues such as:
– Due to the presence of large number of dense passage
representations (∼7000×1000 for training) that won’t be
able to fit in memory, we implement lazy loading of cached
representation into memory from the hard disk. However,
this makes the inference slow because we need to lazily
load 1000 representations per query. So, we implement
parallelization to speedup the loading process.

– Generating and efficiently storing of the cached represen-
tations on hard disk.
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